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Human athletes demonstrate versatile and highly-dynamic tennis skills to successfully conduct competitive rallies
with a high-speed tennis ball. However, reproducing such behaviors on humanoid robots is difficult, partially due to
the lack of perfect humanoid action data or human kinematic motion data in tennis scenarios as reference. In this
work, we propose LATENT, a system that Learns Athletic humanoid TEnnis skills from imperfect human motioN daTa.
The imperfect human motion data consist only of motion fragments that capture the primitive skills used when
playing tennis rather than precise and complete human-tennis motion sequences from real-world tennis matches,
thereby significantly reducing the difficulty of data collection. Our key insight is that, despite being imperfect, such
quasi-realistic data still provide priors about human primitive skills in tennis scenarios. With further correction and
composition, we learn a humanoid policy that can consistently strike incoming balls under a wide range of conditions
and return them to target locations, while preserving natural motion styles. We also propose a series of designs for
robust sim-to-real transfer and deploy our policy on the Unitree G1 humanoid robot. Our method achieves surprising
results in the real world and can stably sustain multi-shot rallies with human players as shown in Figure 1.

Code: https://github.com/GalaxyGeneralRobotics/LATENT
Project Page: https://zzk273.github.io/LATENT/

Figure 1 (a) The humanoid performs multi-shot rallies with a human player using different stroke types across various court regions.
(b) The humanoid performs athletic tennis skills to strike an incoming ball traveling at high speed (peak velocities > 15 m/s).

https://github.com/GalaxyGeneralRobotics/LATENT
https://zzk273.github.io/LATENT/


1 Introduction

Learning athletic sports skills remains one of the core chal-
lenges for humanoid robots. Such sports typically require
highly dynamic motions, rapid reactions, and high precision.
Taking tennis as an example, players are often required to
sprint across the court at speeds exceeding 6 m/s, react to
incoming balls traveling at 15–30 m/s, and strike the ball
within an extremely short ball–racket contact duration of
only a few milliseconds. These characteristics make it infea-
sible to collect humanoid action data via human-humanoid
tele-operation for direct imitation learning, posing a sig-
nificant challenge to reproducing athletic tennis skills on
humanoids.

An alternative approach is to use kinematic human mo-
tion data as reference. However, tennis typically involves:
(i) large-scale human movements that span the half court,
(ii) sustained multi-rally interactions, and (iii) subtle and
highly precise wrist motions during ball striking. Such
characteristics make it extremely difficult for motion cap-
ture systems to collect precise and complete human-tennis
motion data from real-world matches. Vid2Player3D [44]
alleviates this problem by leveraging broadcast videos. How-
ever, it needs a complex pipeline to extract human motion
data from monocular videos, including player detection,
camera estimation, 2D and 3D human pose estimation, fol-
lowed by imitation policy with external residual forces to
correct motion artifacts. Assembling these modules may
require substantial expertise and engineering efforts.

In this work, we propose LATENT, a novel system to Learn
Athletic humanoid TEnnis skills from imperfect human mo-
tioN daTa. The imperfect human motion data consist only
of motion fragments that capture the primitive skills (e.g.,
forehand stroke, backhand stroke, lateral shuffle, crossover
step) used when playing tennis rather than realistic and
complete human-tennis motion sequences from real-world
tennis matches, thereby significantly reducing the difficulty
of data collection. Here, imperfect manifests in two as-
pects: ❶ Imprecise. Due to the motion capture difficulty
and cross-embodiment gap, the wrist motions during racket
swinging are often imprecise. ❷ Incomplete. The motion
data only provide priors about natural motor skills and do
not contain any knowledge about how to utilize them for
the tennis task. Our key insight is that, despite being im-
perfect, such quasi-realistic data adequately provide priors
about human primitive skills in tennis scenarios. These
knowledge, with further correction and composition, can be
leveraged to learn tennis skills while maintaining natural
human behavior.

Our method builds upon recent ideas in hierarchical hu-
manoid control with latent action spaces: constructing a
latent space to represent nature humanoid actions and then
training a high-level policy to sample from it to accomplish
the tennis return task. We propose two novel designs to
mitigate the imperfections of the data. First, to bridge
the gap between the high-precision nature of human-tennis

interaction and the imprecise quasi-realistic human motion
data, we design the latent space to be compatible with po-
tential action corrections predicted by the high-level policy.
Second, since the motion data do not contain any knowledge
about how these primitive skills should be utilized to return
tennis, the high-level policy can easily exploit the latent
space while learning to accomplish the task. To balance
the task performance and adherence to the primitive skill
priors, we design a latent action barrier to constrain the
RL exploration of the high-level policy according to the
state-based action distribution prior.

To enable robust sim-to-real transfer, we also propose a
series of careful designs for robust sim-to-real transfer, in-
cluding dynamics randomization and observation noise ap-
plied to both the robot and the tennis ball. We deploy our
method on Unitree G1 hardware and can stably sustain
multi-shot rallies with human players.

Our contributions are fourfold:

• We propose LATENT, a novel system to learn athletic
humanoid tennis skills from imperfect human motion
data, paving the way for future research.

• We propose two novel designs to better construct and
utilize a latent action space from imperfect human
motion data.

• We successfully deploy our method on a real-world hu-
manoid robot and can stably sustain multi-shot rallies
with human players.

• Extensive experiments are conducted in both simulation
and the real world to validate the effectiveness of our
major designs.

2 RelatedWork

2.1 Latent Action Space for Humanoid Control

Due to the high degrees of freedom (DoFs) of humanoid
robots, learning skills from scratch often leads to low RL
sampling efficiency and unnatural motions. To address this
problem, learning a latent action space that encodes reusable
primitive skills from pre-recorded human motion data, and
subsequently training a high-level policy to sample within
this latent space, has been widely studied [44, 46, 38, 39,
18, 19, 22, 28, 4, 23, 35, 13]. Some prior works [44, 23]
learn a kinematic motion latent space, followed by a pre-
trained motion tracker to accomplish downstream tasks.
However, the generated kinematic motions often exhibit
physical infeasibility, posing significant challenges for the
tracker. In contrast, some works [46, 38, 39, 18, 22, 28, 13]
directly learn a latent space of joint actions. PULSE [18]
distills a VAE-style latent action space from a universal
motion tracker. R2S2 [46] adopts this idea on real humanoid
robots and learns a latent space from a set of pre-trained
primitive skills to solve loco-manipulation tasks.

Compared with existing works, we focus on learning athletic



humanoid tennis skills from imperfect human motion data
that contains only imprecise and incomplete primitive skills.
We propose two key novel designs to correct and compose
these imperfect human motion priors so that the high-level
policy can learn to accomplish the task while preserving
natural motion styles.

2.2 Humanoid for Sports

Humanoid for sports have long been a central topic in
character animation. A significant amount of works [44, 20,
32, 41, 37, 11, 45, 30, 36, 15] have been proposed to enable
humanoids to play various sports, including tennis [44],
basketball [32, 41, 37], and football [11]. Among these, the
work most closely related to ours is Vid2Player3D [44], which
builds a simulated character that can hit the incoming ball
to target positions using a diverse array of strokes. However,
this work relies on several physically infeasible assumptions,
such as unlimited joint torques and residual force on the
root [42], and does not consider the sim-to-real gap of the
overall system. In addition, our work focuses on how to
leverage easily collected yet imperfect human motion data
to learn tennis skills.

With recent advances in humanoid hardware, several
works [6, 27, 14, 10, 31, 34, 40, 33, 3, 12, 24] successfully
learn sports skills on a real-world humanoid robot, including
table tennis [27, 10], badminton [14, 3], football [31, 34, 12],
and boxing [40]. However, these works often lack highly
dynamic motions, agile body coordination, or rapid reaction.
Our work takes a significant step toward achieving athletic
humanoid sports skills.

3 Learning Tennis Skills with LATENT

The overview of LATENT is shown in Figure 2. Our method
consists of three stages. First, we collect imperfect human
motion data (i.e., motion fragments of primitive skills such
as forehand stroke, backhand stroke, lateral shuffle, crossover
step and so on) with a compact motion capture system in
Section 3.1. Then we construct a latent action space that is
compatible to potential action corrections with the collected
imperfect data in Section 3.2. Finally, we train a high-level
policy to correct and compose the primitive skills stored in
the latent space to perform tennis skills in Section 3.3.

We use PPO [26] as our reinforcement learning framework
and MuJoCo JAX [29, 43] for simulation in training. We
train our policy in parallel on 8 GPUs. Our high-level
planner and low-level controller run at 50 Hz, and the
simulation frequency is set to 2000 Hz to accurately model
ball-racket and ball-ground contact.

3.1 Collection of Imperfect HumanMotion Data

Although collecting comprehensive human-tennis motion
data from real-world tennis matches is difficult and costly
due to the sport’s large movement range, multi-rally nature

and high precision requirements, acquiring the primitive
action skills involved is considerably more feasible.

We invited five amateur tennis players to collect primitive
skills commonly used in tennis, including forehand stroke,
backhand stroke, lateral shuffle, crossover step and so on,
within an optical motion capture system. Since we collect
only primitive skill demonstrations rather than complete
motion sequences from tennis matches, the requirements on
the motion capture system are significantly reduced. In our
setting, the system covers an effective area of only 3m�5m,
which is more than 17� smaller than a full-size tennis court,
resulting in substantial savings in both capture area and the
number of cameras compared to collecting complete human
motion data in tennis.

In total, we collect five hours of motion data, without per-
forming any editing or annotation. After collection, we
retarget the human motion to humanoid motion with Loco-
MuJoCo [1].

3.2 Correctable Latent Action Space Construction

To learn a latent space of the primitive skills, we first train a
motion tracker to imitate the collected motion data and then
distill it to a latent model with a variational information
bottleneck.

3.2.1 Motion tracker Pre-training

To transform noisy humanoid motion data to executable
humanoid primitive skills, we train a motion tracker to
imitate the collected motion data. We use the motion
tracking framework of Any2Track [47]. Our tracker can be
seen as an RL policy �tracker(â

body
t jst; ~st+1), which maps

humanoid proprioception state and motion target to low-
level robot actions. At each timestep t, the inputs of policy
�tracker consist of current state st and current motion target
~st+1 from the collected motion data. The current state
st includes angular velocity, projected gravity, per-joint
position, per-joint velocity, and last-frame action. The
policy �tracker needs to output joint actions âbody

t , which is
further fed into a PD controller to compute actuator torques.
The task goal of motion tracking is that at timestep t+ 1,
the robot’s state st+1 should be as close as possible to the
target motion depicted by ~st+1 while maintaining balance
and safety.

As mentioned before, our collected motion data do not con-
tain precise wrist motions during striking a tennis ball, and
errors are further amplified during human-to-humanoid re-
targeting. Therefore, in the subsequent steps, the high-level
policy needs to provide corrective adjustments to the wrist
joints. To enable the controller to robustly handle these po-
tential corrections while preserving stability, we remove the
control signals about right wrists (racket-holding) in âbody

t

during training and apply additional random perturbations
on the right wrist joints. The tracker needs to imitate the
motions of the remaining joints against the unknown wrist
disturbances.



Figure 2 Overview of LATENT. (a) We pre-train a motion tracker on collected imperfect human motion data. (b) We construct a
correctable latent action space via online distillation. (c) We train a high-level policy to correct and compose latent actions for tennis
task. (d) We transfer the policy to the real world via dynamics randomization and observation noise.

3.2.2 Online Distillation with Variational Bottleneck

After learning to imitate the collected human motion frag-
ments, the tracker now contains su�cient primitive skills
to play tennis. To learn a compact and structured rep-
resentation of these primitive skills, we train a student
network with a latent representation via online distilla-
tion [18, 46, 17]. For the student network, we adopt an
encoder-decoder framework with a conditional variational
information bottleneck to encode skills in a continuous
skill space, which includes a posterior variational encoder
E(zq

t jst ; ~st+1 ) = N (zq
t ; � e(st ; ~st+1 ); � e(st ; ~st+1 )) to model

the latent code distribution conditioned on current state
and motion target, a decoderD(âbody

t jst ; zq
t ) maps the sam-

pled latent code to action conditioned on state.

During training, we encode (st ; ~st+1 ) via E and sample
latent code zq

t � N (zq
t ; � e; � e). Then we use the decoder

to decodezq
t into humanoid actions abody

t . We train the
networks to reconstruct the action of the teacher tracker
âbody

t and keep the latent distribution to be close to the
prior. The total loss can be written as:

L = � 1L action + � 2L KL ; (1)

where

L action = E (s t ;â body
t )�D agg

h
kâbody

t � a body
t k2

i
(2)

is the supervision loss of DAgger [25], an online distillation
method. Dagg represents the data bu�er consist of student

current state st and teacher actionâbody
t . Meanwhile, abody

t
denotes the action from the student policy. As mentioned
before, âbody

t and abody
t do not contain any control signals

for the right wrist. We maintain disturbances on the right
wrist joints during online distillation so that the latent space
becomes robust to such perturbations.

Rather than training the networks against a �xed unimodal
Gaussian as commonly used by VAEs, we utilize a learn-
able conditional prior P(zp

t jst ) = N (zp
t ; � p(st ); � p(st )) to

capture state-based action distribution since the action dis-
tributions of di�erent robot states di�er signi�cantly (e.g.,
lateral shu�e versus racket-swinging for ball striking). The
KL-divergence loss:

L KL = D KL (E(zq
t jst ; ~st+1 ) k P(z p

t jst )) (3)

encourages the encoded posterior distribution to be close
to the learnable prior.

3.3 High-Level Policy Learning

We train a high-level policy � planner to correct and compose
the primitive skills stored in the pre-constructed latent
action space to achieve athletic humanoid tennis behavior.
At each timestep t, the inputs of the high-level policy � planner

consist of current robot state st , global information about
the robot root pose gt , and ball state bt .
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